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Using Deep NNs as Discriminative Models
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Step 1: Train-test split of the dataset.
Step 2: Choice of architecture.

Step 3: Training.

Step 4: Testing.
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Step 1: Train-test split of the dataset.
Step 2: Choice of architecture.

Step 3: Training.

Step 4: Testing.

This is an example of Supervised Learning
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Using Deep NNs as Generative Models

This is an example of Unsupervised Learning
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Picture from: https://realpython.com/generative-adversarial-networks/
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The GAN game
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1Gu(h) — Gu (h)]] < L|lu—u'||.



Deep Learning

Generators and Discriminators

@ {G,|ucU CRP}, where G, : R — R, is the class of
generators with parameters u. U is a subset of the unit
ball.

@ The generator G, defines a distribution Dg,: generate h
o and then apply G, to get x = G,(h) of Dg,.

@ {D,|v eV}, where D, : RY — [0..1], is the class of
discriminators with parameters v.

@ D,(x) is the probability that x comes from D).
@ 1— D,(x) is the probability that x comes from Dg, .

@ We assume G, and D, are L-Lipschitz with respect to
the parameters. For all u,u’ € U and any input h:

1Gu(h) — Gu (h)]] < L|lu—u'||.

Training a GAN: a min-max game

The training of a GAN consists in optimizing the objective function:

min max E.~p_, [log D,(x)] + Ex~p,, [log(l — D,(x))] (1)
uEU veEV
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Objective function

Training a GAN: a min-max game

The training of a GAN consists in optimizing the objective function:

min max Ex.p,, [log Dy (x)] + Ex~p, [log(l — D, (x))] (2)
uEU vEV

Notice that log x — —oo as x — 0 (numerical issues).
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Objective function

Training a GAN: a min-max game

The training of a GAN consists in optimizing the objective function:

min max Ex.p,, [log Dy (x)] + Ex~p, [log(l — D, (x))] (2)
uEU vEV

Notice that log x — —oo as x — 0 (numerical issues).

We can replace log(-) with a monotone function ¢ : [0..1] — R:

min max Exmp,., [6(Dv(x))] + Ex~pe, [¢(1 — Du(x))] (3)
ueU vey

We call ¢(-) the measuring function.

In practice, we have m training samples xi, ..., xm ~ D,es, and instead of the expectation,
we use the empirical distribution:

=5 60utx)
i=1
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Optimal Discriminator

Training the discriminator

Under the assumption to have access to infinite number of examples for D,.,;, the optimal
discriminator function D : RY — [0..1] is equal to:

Prea/

D(x) = —————,
( ) Preal“l’PGu(X)

where P, is the density of x in the real distribution.
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Optimal Discriminator

Training the discriminator

Under the assumption to have access to infinite number of examples for D,.,;, the optimal
discriminator function D : RY — [0..1] is equal to:

Prea/

D(x) = ———M,
( ) Preal“l’PGu(X)

where P, is the density of x in the real distribution.

REMARK: This allows removing, in some cases, the maximum operation from the objective
function used for the training.



Deep Learning
]

Training Algorithm (Goodfellow et all 2014)

Algorithm 1 Minibatch stochastic gradient descent training of generative adversarial nets. The number of
steps to apply to the discriminator, k, is a hyperparameter. We used & = 1, the least expensive option, in our
experiments.
for number of training iterations do
for k steps do

o Sample minibatch of m noise samples {z), ..., (™} from noise prior py(z).
e Sample minibatch of m examples {z(!),... (™} from data generating distribution
pdala(m)'

e Update the discriminator by ascending its stochastic gradient:

Voo 3" [0z D (a) 10 (1- b (e ()]

i=1

end for
e Sample minibatch of m noise samples {z(1), ..., 2(™)} from noise prior py ().
e Update the generator by descending its stochastic gradient:

Vgg%glog <1 -D (G (z(’v))>>i

end for
The gradient-based updates can use any standard gradient-based learning rule. We used momen-
tum in our experiments.
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GAN Advantages

Sharp Images: GANs produce sharper images than other generative models.

F Configurable size: The latent random variable size is unrestricted, enriching the
generator search space.

Versatile generator: The GAN framework can support many different generator
networks (it’s a GAN zoo nowadays...)
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GAN Zoo

(a) Vanilla GAN (b) CatGAN (¢) EBGAN/BEGAN (d) ALI/BIGAN ) InfoGAN

(i) LAPGAN/SGAN

(h) CGAN (cascade or stack of GANs)

al o fake sample

rtain or uncertain class predietion

eal or fake reconstruction loss

Yi, X., Walia, E. and Babyn, P., 2019. Generative adversarial network in medical
imaging: A review. Medical image analysis, 58, p.101552.
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GAN Zoo

(a) pix2pix (b) CycleGAN (c) UNIT

domain A domain B () real image ) generated fake image

@.wmm

Ilp: nrgn consistency

. s . n\. aligned training sample
CyeleGAN

||G2(C1(z2)) — 22|, + ||CLEC2(=2)) — 2P|+ cycle consistency

pix2pix

Yi, X., Walia, E. and Babyn, P., 2019. Generative adversarial network in medical
imaging: A review. Medical image analysis, 58, p.101552.
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Mode collapse: The generator tends to produce a specific pattern which fools
the discriminator.
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Vanishing gradients: The training step of the generator backpropagates very
low gradients (no info!).
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GAN Issues

Mode collapse: The generator tends to produce a specific pattern which fools
the discriminator.
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Vanishing gradients: The training step of the generator backpropagates very
low gradients (no info!).

Instability: The parameters v and v oscillate during training and they do not
converge toward an equilibrium (low quality images in output).
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Deep Learning
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Google Colab 2: Learn MINST Digits
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Main References

@ Generalization and Equilibrium in Generative Adversarial Nets (GANs).
https://www.youtube.com/watch?v=V7T1iSCqOwI

@ Generative Adversarial Networks: Build Your First Models

https://realpython.com/generative-adversarial-networks/


https://www.youtube.com/watch?v=V7TliSCqOwI
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